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Large-scale analysis of patient data, including data mining, has the
potential to improve substantially the understanding of disease presenta-
tion, care delivery processes, and the variability of disease progression
and response to therapy as they happen in the real world. The inherent
limitations of clinical trials in this respect and the benefits of direct analysis
of patient data were described by Feinstein [1] more than 20 years ago and
have been reviewed more recently from the perspective of evidence-based
medicine [2]. Direct patient data analyses gain power with increasing data
volume, completeness, and accuracy and under conditions that limit selec-
tion bias. For this reason, data sets to address community health and health
care process questions optimally are aggregated at the population level and
cut across traditional socioeconomic categories and geographic divisions.
Such comprehensive health-related population data sets have not been avail-
able previously in the United States because of complex social, political, and
business-related barriers. Recently, the societal benefits of such data have
been articulated clearly in a call for the creation of a national framework
for the appropriate ‘‘secondary use of health data’’ [3] and a national health
data warehouse [4]. These efforts may bear fruit in the future; in the mean-
time, useful although limited analyses have been performed against large
health-related data sets created for other purposes, as described in more
detail later.
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Clinical laboratory data may play several important roles in aggregated
health-related databases. Some of the early work in health data warehousing
was pioneered from laboratory medicine by Altshuler [5,6] and Eggert and
Emmerich [7]. Since that time, most laboratory medicine publications on
data warehousing have focused on aggregating data from a single care pro-
vider, such as a hospital [8] or a regional organization [9,10], to be used for
local analysis. Although these analyses can have substantial value for local
laboratory operations [10], improvement of health care quality [11], and
support of clinical research [12], the approach has been underutilized [13].
In databases that aggregate laboratory data with other health-related
data, the content of laboratory data often is limited and targeted to a partic-
ular purpose. Even in administrative and other databases that may contain
only laboratory orders or specific disease-targeted laboratory results, how-
ever, these records serve as important objective values that can confirm or
question the accuracy of other values in the database such as diagnostic
or procedure codes [14,15].

Existing large-scale health-related databases can be characterized broadly
as Medicare/insurance claims databases, single-provider data warehouses,
regional/national collaborative provider data repositories, and public health
and government population databases. Most of these data sets were col-
lected for purposes other than the delivery of health care, and they generally
contain summary data derived from patients’ health records rather than
a comprehensive clinical record. Thus they suffer shortcomings and biases
related to their design, purpose for data acquisition, and data selection
and summarization procedures [14,16]. Nonetheless, they have been useful
for obtaining a global view of particular aspects of health care and charac-
teristics of patients in a number of large-scale studies. The strengths and
weaknesses of these databases, and their relationships with clinical laborato-
ries and laboratory data, are considered here.
Claims data

Medicare and large insurance claims databases can provide coverage of
large patient populations. Within a claims database, records for patients
can be linked longitudinally through patient identity, yielding a temporal
view of patient care. The most useful data in these sets is generally based
on physician, facilities, and pharmacy claims (Table 1) [17]. Physician claims
contain American Medical Association Current Procedural Terminology
(CPT) codes describing procedures performed by physicians and other
care providers, International Classification of Disease (ICD, most com-
monly ICD-9-CM) codes describing diagnoses, and dates of service. Facili-
ties claims contain ICD and CPT codes, including Health Care Common
Procedure Coding System (HCPCS) codes representing services, supplies,
therapeutics, and other items, and admit/discharge dates if applicable. Phar-
macy claims include National Drug Code and/or HCPCS identifiers of



Table 1

Contents of common regional data sets

Data set Typical contentsa Features

Claims data, from care

providers and payers

ICD-9-CM codesb

CPT codesc

HCPCS codesd

NDC codese

Charges

Charged items only

Some diagnoses may be

present only as ‘‘rule out’’

Results of observations and

tests not included

Time precision at the

day level

Single and cooperative

provider repositories

ICD/CPT codes

Problem lists

Clinical orders

Observation/test results

Procedure descriptions

Textual case summaries

Full clinical detail with

precise timestamps

Public health and

governmental databases

Diagnoses/codes

Observation/test results

Follow-up data as specified,

including geographic and

environmental data

Large-scale survey results

Detailed data confined to

that mandated for

reporting and follow-up

or included in the survey

Abbreviations: CPT, Current Procedural Terminology codes; HCPCS, Healthcare Common

Procedure Coding System; ICD-9, International Classification of Disease, edition 9; NDC, Na-

tional Drug Code.
a Actual contents will be site dependent, particularly for clinical repositories from providers.
b Clinical diagnoses.
c Physician and other provider procedures.
d Services and supplies.
e Therapeutics.
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therapeutics, a therapeutic class categorization, and prescription date. Time-
stamps generally provide only the day of the charge (which may not be the
day of the clinical event) and thus do not support precise short-term calcu-
lations such as most pharmacokinetics evaluations or confirmation of
a rapid response to an event. Claims databases have been used in a large
number of health care process and outcomes studies (eg, Ref. [18]), and
similar data are used by the Health Plan Employer Data and Information
Set (HEDIS) to compare quality of care among providers [19].

A number of problems exist with claims data, and their use is controver-
sial [15,16,20]. By their nature, claims records exist only for items that gen-
erate a financial transaction, and there is an incentive for the choice of codes
to support the operation of the financial system. Many codes are added after
patient care during a separate clinical records review, rather than by care-
givers. Claims forms may provide a limited number of ‘‘slots’’ for codes,
forcing code selection based on the needs of the current transaction. Diag-
nostic codes attached to procedures and laboratory tests may represent
‘‘rule-out’’ possibilities rather than confirmed diagnoses. Finally, the ICD
coding system is not comprehensive for all clinical conditions and does
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not support accurate description of differences in severity, presentation, or
course among patients who have the same disease.

For these reasons, the sensitivity and specificity of claims data for iden-
tifying conditions in patients has been questioned. Results differ among
diagnoses reviewed, although specificity is generally better than sensitivity
(it is more common to fail to code an existing condition than to code a non-
existent one [20]), and the coding of comorbidities seems particularly prob-
lematic [21]. Suboptimal sensitivity and/or specificity of coding have been
reported for cardiovascular diseases [22,23], acute renal failure [24], pneu-
monia [25], pediatric asthma [26], migraine [27], gout [28], and mild trau-
matic brain injury [29], among others. Several investigators have reported
improved sensitivity and specificity for identifying particular conditions
using algorithms that categorize patients based on multiple criteria in claims
databases rather than by the presence or absence of specific codes [17,30]. In
general, claims data should be used carefully, and the results should be
interpreted conservatively, with an understanding of the biases and inaccur-
acies inherent in the data sets.
Single-provider data warehouses

Many health care organizations have or are developing local research
databases, but only a few large, integrated health care organizations and
national laboratories are able to marshal data sets that approach large
claims databases in size. Data sets from single health care organizations
can contain detailed clinical data that are linked through patient identity
and thus present a longitudinal view of patient care (see Table 1). National
laboratory data may not guarantee unique identification of patients outside
specific testing transactions and thus are less useful for longitudinal studies.
Because of the increased detail offered by these data sets, they may support
a substantially more comprehensive analysis from a medical perspective
than claims databases. Access to the data, however, may be limited to inter-
nal researchers whose activities are directed according to organizational
interest. Barriers to general analysis of such data sets include a lack of finan-
cial incentive for the organization to support and maintain data access and
processing for arbitrary projects, a lack of financial incentive to support
governmentally mandated requirements for research use of patient data,
and the perception of organizational risk related to loss of patient confiden-
tiality even if explicit patient identifiers are removed.

Several large organizations have published analyses from their internal
data sets. Kaiser Permanente (www.kaiserpermanente.org), which covers
a substantial number of patients in the Western United States, has imple-
mented an organizational data warehouse [31] that identifies patients for in-
clusion in a Cardiovascular Risk Factor Management Program [32] and is
being used to standardize clinical care across diverse patient populations
[33]. Large national laboratories have used data warehouses consisting of

http://www.kaiserpermanente.org
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test orders, diagnoses, and results to calculate population-based reference
ranges [10] and to support infectious disease surveillance [34]. The US
Veterans Administration (VA), which supports what is perhaps one of the
world’s largest integrated electronic health records, maintains a centralized
database into which data from local VA health care sites can be aggregated
for analysis. Although this database is not yet comprehensive, large targeted
data sets such as the Diabetes Epidemiology Cohort have been analyzed to
support improved patient care, identify process problems, and target appro-
priate education to clinicians [35].
Regional and national collaborative provider databases

Most health care providers are not large enough to create regional clini-
cal repositories individually but could build similar databases through coop-
erative data-sharing agreements involving multiple providers (see Table 1).
The utility of these regional databases, along with the need for sharing clin-
ical and administrative data between the multiple parties typically involved
in patient care, led to a proposal some years ago for the development of
cooperative community health information networks (CHINs). Although
there have been a few notable successes in developing community-based
data warehouses [36], these are unusual, and most initial work in CHIN
development ultimately did not come to fruition for a variety of technical,
financial, administrative, and political reasons [37–39]. The need for sharing
health information to improve care delivery remains, however, and has
driven the development of a modified successor of CHINs termed ‘‘regional
health information organizations’’ (RHIOs) [39,40]. A primary goal of the
RHIO approach is the communication of clinical information across orga-
nizations to support patient care. This goal may be met either through
establishment of an accessible central database of shared information or
by peer-to-peer communications without a central database; examples of
both approaches exist [40]. When actual or federated virtual databases are
created, RHIOs could provide an excellent foundation for data mining.
Only time will tell whether the RHIO movement will be successful; several
have been operating for many years, predating their identification as
‘‘RHIOs.’’ Many others have been formed only recently: the Massachusetts
Health Data Consortium’s national list of RHIOs included 53 organizations
as of July 2006 [41].

Health care organizations also have formed voluntary data-sharing con-
sortia based on implementation of particular information systems rather
than on regional location. This approach has the advantage of reducing
the challenges of reconciling data models and data representation across sys-
tems by adopting a vendor’s proprietary designs as a standard for data shar-
ing, but it also relies on the vendor’s continued viability and may be
problematic if sites change vendors. Furthermore, although this strategy
increases the volume of data available for analysis, it does not capture
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a comprehensive longitudinal care record within a region, because data
transmitted to the central repository are de-identified (and thus data from
one patient cannot be linked across care providers), and vendors generally
do not have complete regional coverage. Thus vendor-based data aggrega-
tion is not likely to be satisfactory in the long term. Examples of this ap-
proach include hospitals using the ambulatory electronic medical record
from GE Healthcare Information Technologies (Milwaukee, Wisconsin)
[42] and the PedCath pediatric catherization database (Scientific Software
Solutions, Inc., Charlottesville, Virgina) [43].

The development of collaborative data sharing has been limited for a vari-
ety of reasons. Among the most important are a lack of clear financial
incentives for institutions that bear the cost of creating and maintaining the
data repositories and uncertainty concerning risks and benefits (eg,
balancing patient confidentiality risks against organizational and societal
benefits). As discussed in relation to data warehousing elsewhere in this
issue, developing and maintaining methods for accurately communicating
and cleansing data and for reconciling multiple data models and data repre-
sentation strategies is demanding. Once created, data warehouses probably
will support work that will lead to recommendations for improved care.
This information may benefit society, but whether the called-for improve-
ments in care would be financially beneficial or detrimental to health care
organizations or would provide competitive advantage over other organiza-
tions that also may be participating in the data-sharing effort is unclear. In
addition, linking patients’ data longitudinally across multiple providers re-
quires patient identity information of some type. Thus aggregated databases
carry a risk of loss, albeit perhaps low, of patient confidentiality. If confiden-
tiality were breached, the responsibility of the organization providing the data
is not completely clear under current regulations; in any case, the perception
of poor stewardship of health information would be detrimental. The incen-
tive is limited for an institution to participate in a resource-intensive effort
that has a low but real risk for a negative outcome and an uncertain likelihood
of a positive outcome (for the institution). It is understandable that most
aggregated databases to date are intraorganizational: data processing, com-
munication, and maintenance issues are simpler, and analysis can be targeted
to particular projects of interest to the organization. Until the incentives for
provider data sharing can be brought into alignment with public needs, public
mandates probably will remain the most effective method for aggregating
clinical data from multiple organizations into useful form.
Public health and related databases

In nations with different approaches to health care financing and different
regulations related to data stewardship and privacy, the creation of large-
scale clinical repositories for analysis has proceeded more rapidly than in
the United States. These projects have been initiated within health care
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organizations or governmentally mandated at the regional or national level,
or they may involve data sharing between nations. Examples include re-
gional [44] and national [45] general-purpose clinical data warehouses,
national [46] and international [47] disease-specific data warehouses,
national public health databases [48], and international federated genome
data sets for twin studies [49].

In the United States, reporting specific laboratory, diagnosis, and other
data identified as important to public health has been mandated for many
years, and these data are gathered into regional databases designed for public
health surveillance and case follow-up (Fig. 1; see Table 1). These databases
typically contain geographic distributions of symptoms or disease (Fig. 2)
and may contain non–health care information from a variety of sources
that is pertinent to understanding disease transmission (Fig. 3). The unique
geographic aspects of these databases make them particularly useful for anal-
ysis using geographic information systems and spatial data mining [50].

In the past public health reporting has been a hierarchical process man-
aged by local and state public health authorities, with manual entry of paper
forms from health care providers into multiple disease- and program-specific
database systems. These processes and systems are being replaced by elec-
tronic reporting and integrated data warehousing capabilities. A recent sur-
vey [51] indicated that 69% of state public health laboratories had
integrated data management capabilities, and an additional 16% planned
to acquire these capabilities by the end of the decade. States at the leading
edge of this development are relatively advanced, with electronic reporting,
data transfer collaborations with in-state RHIOs, and data warehousing at
the state level [52].

Data collected by the states is ultimately reported to the US Centers for
Disease Control (CDC), which supports active programs that aggregate the
data for a variety of special purposes. For example, the Public Health Infor-
mation Network [53] provides an architecture for reporting and responding
to infectious disease and other health data that may signal public health
emergencies. CDC Wonder (wonder.cdc.gov) is a system that provides
access to a large selection of public health–related summary data based
on the state reports. Special programs such as the Vaccine Adverse Event
Reporting System collect data about a particular health-related issue that
then are accessible for data mining [54,55]. Public health data reporting
and databases are exempt from Health Insurance Portability and Account-
ability Act (HIPAA) privacy restrictions but have their own accessibility
requirements. In general, detailed public health data are accessible only to
public health practitioners, and thus data mining involves collaboration
with appropriate public health officials.

A number of other special-purpose governmental databases containing
survey data related to population health and health care services use (re-
viewed in Ref. [56]) or to Food and Drug Administration product surveil-
lance [57] also may be available for analysis. All these public health and



Fig. 1. Reportable diseases and health conditions, Los Angeles County, California. Reporting

may be performed by submission of paper forms, telephone, or electronic communication. The

submitted information, alongwith additional follow-up data, is incorporated into a regional pub-

lic health data warehouse. (Courtesy of County of Los Angeles, Department of Health Services,

Public Health, Los Angeles, CA.)
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Fig. 2. Prevalence of a rash symptom in patients seen in emergency departments in Los Angeles

County. Color coding indicates how statistically abnormal the rate is in each zip code of patient

residence. The bright red area indicates a probable outbreak of a rash-related illness.
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governmental data sets are limited, in that they are not complete health re-
cords and contain only data that are mandated for survey, reporting, or cap-
ture during follow-up. Thus they are not regional or national clinical
repositories in the sense of some of the European systems, but they can
be useful for addressing particular questions in appropriate domains.
Challenges inherent in regional databases

Regional data warehouses, whether they house clinical data from collab-
orating care providers or public health data, offer all the challenges previ-
ously described in this issue for data warehouse construction, with the
added complexity of multiple independent data-contributing organizations.
Furthermore, regional warehouses may receive useful data from organiza-
tions or locations distinct from traditional health care providers, for exam-
ple environmental or veterinary laboratories (see Fig. 3), nursing homes or
home health care providers, or remote sensors such as home blood-glucose
monitors. Some users may be outside the traditional health care provider or
health services researcher roles, and data presentation or analysis capabilities
should support their needs. For example, public health data are important for
highlighting geographic clusters of symptoms in biosurveillance (see Fig. 2)



Fig. 3. Veterinary data indicating the distribution of West Nile virus (WNV) in bird autopsies

in Los Angeles County. Larger dots indicate a higher number of WNV-positive birds. These

data permit the County to focus its mosquito-abatement efforts into high-incidence areas, which

may help limit transmission to humans.
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and for targetingmosquito abatement in efforts to suppress theWestNile virus
in areas of high bird loss (see Fig. 3). Beyond these special applications, re-
gional datawarehouses also have distinct challenges related to data communi-
cation and loading, reconciliation of varied data representation, linkage of
data by patient, and normalization of laboratory and other numerical data.
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Communications and data loading
Traditionally, national hospital discharge databases accumulated data in
yearly chunks. Data processing and loading often took significant additional
time, so data might be several years old by the time they became accessible
for study. The applicability of conclusions based on such older data to cur-
rent decisions was legitimately questioned. For a regional warehouse to be
useful for business planning or process improvement, the authors have pro-
posed that data be accumulated and distributed at least quarterly. For de-
tection of disease outbreaks, data should be loaded at least daily and
surveyed every day. Finally, if a database will be a hub that communicates
patient data to care providers, it should be designed as a transactional sys-
tem, with updates from contributing systems within a few minutes or less.
Thus, depending on their purpose, regional systems can span a broader
range of updating requirements than typical for intraorganizational data
warehouses, which generally are updated weekly or monthly.

Data warehouses that are updated periodically may receive data as files
that are manually or automatically downloaded from contributing systems
and processed to an appropriate form for loading before or after electronic
transmission by standard means such as secure File Transfer Protocol. Ongo-
ing developments in standard data formats based on Health Level 7 (HL7,
www.hl7.org) and Extensible Markup Language (XML, www.w3.org/
XML) and the use of standard HL7 parsers and XML processing software
may simplify these basic import-export steps, although the challenges de-
scribed later related to data representation also will need to be addressed be-
fore a fully standard approach is practical. For more rapid updates related to
biosurveillance and clinical communication, real-time transactional inter-
faces will be necessary. In the United States, most clinical data interfaces
use the HL7 version 2 framework [58], which provides a transaction message
structure but does not define its data content fully. Thus system interfaces us-
ing HL7 require negotiation and adaptation, and creating separate interfaces
for each contributing system can be a significant expense in the construction
of regional data warehouses. It is hoped that HL7 version 3 will be able to
standardize clinical interfaces better and reduce their costs through definition
of a common data model and data element representations in addition to
a messaging framework [59]. The Clinical Data Interchange Standards Con-
sortium (www.cdisc.org) and the Cancer Biomedical Informatics Grid (cab-
ig.nci.nih.gov) are engaged in similar efforts to standardize data models and
representation related to clinical research. As these efforts progress and coor-
dinate, they ultimately may decrease substantially the expense and effort
currently required to connect clinical information systems for data sharing.
Reconciliation of data representation
In the absence of a standard data representation specification such as that
in HL7 version 3, data transferred using a standard messaging or file format

http://www.hl7.org
http://www.w3.org/XML
http://www.w3.org/XML
http://www.cdisc.org
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may represent values in multiple ways. For example, most laboratories have
created their own unique sets of test codes and text mnemonics, and other
data similarly may have site-specific representation. With a few exceptions,
it generally is necessary to build a translation table into each source system,
mapping its vocabulary to a standard target vocabulary used in the regional
warehouse. The Logical Observation Identifier Names and Codes (LOINC)
has established a well-accepted standard for laboratory test names [60], and
organism names in microbiology can be converted to the Systematized
Nomenclature of Medicine – Clinical Terminology (SNOMED CT [61]).
The task of fully coding a laboratory database for LOINC and SNOMED
nomenclature is significant, and most laboratories create mapping tables
only for tests that are ‘‘exported.’’ This approach can cause problems, be-
cause each laboratory’s mapping table must be maintained as tests change
and new tests are incorporated into the regional database. Failure to main-
tain the table appropriately can cause failure of data transmission and
require retroactive identification and transmission of unreported results.
In the future, as an increasing number of regulatory agencies and other or-
ganizations require the use of communication standards, laboratories
should be able to provide conversion to standard terminologies as a part
of routine data export. Similar data-representation considerations apply
to other clinical systems that supply data to a regional warehouse.
Linkage of data by patient
A health information data warehouse that is optimally useful for under-
standing disease presentation and course as well as care processes should
contain accurate longitudinal representations of disease, care, and therapeu-
tic response for each patient. When data come from multiple care providers
who share no common patient identification mechanism, data linkage re-
quires transmission of some type of patient identifier [62]. These identifiers
may be stripped from the data before the data are used for analysis, but
it is necessary to maintain the identifiers and their link to the patient data
in a secure environment in the data warehouse so that future data may be
linked to data from the same patient that are already in the warehouse,
irrespective of the data source. Although this architecture is used in regional
and national European health data warehouses [45,46], the authors are not
aware that it has been deployed successfully in a multiorganizational health
data warehouse in the United States.
Importance, standardization, and normalization of clinical
laboratory data
Laboratory data occupy an important position in health data ware-
houses. Much of the data in these databases is coded (eg, ICD-9-CM codes),
and the codes typically are entered by people who are performing a rapid
review of all or part of the medical record for the purpose of financial
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transactions [16]. In databases that contain textual records, physicians’ com-
ments in text may be unclear, ambiguous, or misleading. Laboratory data
are objective and clinically meaningful and generally are transmitted accu-
rately. Laboratory data can serve as validation for correctly coded data
and as a flag for incorrect codes. Laboratory data also can support risk
stratification and inference of disease severity or unusual presentation,
which are poorly represented in the currently common coding schemes
[63]. Finally, with appropriate analysis techniques, laboratory data can
allow correct classification of patients to conditions for which codes do
not exist or when codes are omitted [64].

The aggregation of data from multiple laboratories into data warehouses
offers several important challenges in addition to the previously mentioned
differences in naming of test codes. Results that are expressed as categoric
values or discrete scales may differ between laboratories based on different
category names and scales. These values must be reconciled or standardized
to a common set of values or scale. Many clinical laboratory tests that yield
numeric values are not standardized to reference material, and the variabil-
ity of results between test methodologies, and even between laboratories us-
ing the same methodology, has been well described [65–67]. The authors
have found that many analytes can yield differences between laboratories
in a range that would affect clinical interpretation and yield spurious asso-
ciations in data mining. Merely comparing the results to reference ranges is
insufficient for rigorous manual evaluation and is inadequate for data min-
ing. Statistical methods to normalize result values between different labora-
tories are available and should be considered for general application across
the data warehouse [68,69].
Summary

Although the United States lags behind Europe in creating large-scale,
detailed health data repositories at the regional level, several types of repos-
itories exist in this country that may provide data useful for particular data-
mining applications. Regional repositories or data warehouses have special
requirements and constraints that distinguish them from intraorganizational
data warehouses. These differences are related to their intended purpose, the
diversity of data they may receive, and their connection to multiple unre-
lated data providers. Public health databases differ further because they
are exempt from HIPAA privacy requirements and operate under their
own security and confidentiality mandates. As objective data that are highly
likely to be transmitted correctly, clinical laboratory results play an impor-
tant role in all these databases in validating other data, including diagnosis
and procedure codes, and in supporting inference of disease severity and
risk-related information that is poorly handled in coding systems. Aggrega-
tion of laboratory results from multiple data providers yields specific chal-
lenges related to representation and normalization of data that must be
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addressed successfully for these databases to be optimally useful. As data
communications related to public health continue to develop, more labora-
tories will become direct contributors to public health databases through
electronic data transfer. If the United States is successful in current efforts
to develop a general administrative and political framework for the second-
ary analysis of health data, laboratories also are likely to become important
and valuable contributors to multiple regional databases targeting improve-
ment in community health, better understanding of therapeutic response,
and improvement in the medical process.
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